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Abstract

Multi-target on-orbit inspection missions require planning tools that can adapt to evolving opera-
tional conditions, such as changing client demand, while accounting for the outcome variability inherent
to safety-critical spaceflight. This paper presents an adaptive planning approach for a low-thrust servicer
spacecraft inspecting multiple satellites in Low Earth Orbit. The approach is based on Distributional
Reinforcement Learning, which learns the full distribution of mission returns rather than their expecta-
tion alone, thereby enabling explicit risk-sensitive decision-making at each planning step. Specifically, a
Quantile Regression Deep Q-Network (QR-DQN) agent selects which target to rendezvous next by jointly
considering the expectation and variance of the predicted return through an expectation-variance criterion.

The mission environment models circular coplanar orbits with Keplerian dynamics and uses Edel-
baum’s low-thrust transfer time estimates. A compact state representation based on orbital semi-major
axes and visit history reduces the observation vector to 2ntargets + 1 variables compared to 9ntargets + 3
in prior work. Dynamic uncertainty is introduced during episodes to represent stochastic changes in
inspection demand, making the reward partially unpredictable and creating operationally meaningful dis-
tinctions between risk-neutral and risk-averse planning strategies.

Numerical experiments on scenarios with five target satellites show that both risk-neutral and risk-
averse agents converge to near-optimal rendezvous plans that visit all targets within the minimum number
of steps. Risk-averse agents reduce the variance of the episodic return by approximately 48% relative
to risk-neutral agents, while maintaining comparable mission duration. Higher risk-aversion parameters
increase training time but do not degrade final solution quality. Preliminary generalization experiments, in
which target orbits are randomized between episodes, indicate that trained agents transfer their planning
strategies to previously unseen orbital configurations.
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