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ACCURACY-EFFICIENCY TRADE-OFFS ON EMBEDDED HARDWARE

Abstract

Dark vessels, which are ships that deliberately disable their AIS transponders to evade tracking, pose
a growing challenge for maritime security. Optical Earth observation satellites can monitor vast ocean
areas, but most current workflows simply downlink raw imagery and leave all detection to ground stations.
For small satellites with limited power and narrow downlink windows, this is inefficient since the satellite
spends energy and contact time transmitting scenes that may contain no targets at all. If ships could
be detected or at least localized onboard, only the relevant image patches need to be transmitted, saving
both bandwidth and power.

This paper explores how lightweight super-resolution (SR) can be combined with object detection to
improve onboard ship detection under the low-resolution conditions typical of small satellite imagers. We
design and compare three architectures, all built around an RFDN x4 SR model and YOLOvS8 detectors
trained on the Airbus Ship Detection Challenge dataset. In the first architecture (Arch0), the full image
is super-resolved before detection; critically, the YOLO detector is trained on SR-reconstructed images
rather than native high-resolution ones, which closes the domain gap between training and inference.
The second (Archl) adds a learned gate that blends SR-enhanced and original low-resolution features
pixel-wise, letting the network decide how much enhancement each region needs. The third (Arch2) takes
a different approach entirely: a fast Scout detector first scans the low-resolution input to find candidate
regions, SR is applied only to those cropped patches, and a fine-tuned Sniper detector re-examines them.
The two sets of predictions are then merged through ROI-aware non-maximum suppression.

We evaluate detection accuracy on PC and measure power and throughput on a Jetson Orin Nano
running at 15,W, which is representative of upcoming small satellite onboard processors. Starting from
a low-resolution baseline of mAP50,=,0.725 and recall,=,0.666, precision,=,0.765, Arch0 improves these
to 0.876, 0.836 and 0.835 respectively, confirming that SR-aware detector training is effective. Archl
reaches mAP50,=,0.830, recall,=,0.793 and precision,=,0.816. Arch2 scores lower at mAP50,=,0.821
recall,=,0.780 and precision,=,0.806 but consumes only 0.51,J per image at 13.95,FPS compared to roughly
0.91,J at 10.5,FPS for the other two, a 44Together, these three configurations trace out an accuracy-
efficiency trade-off that a satellite operator could exploit by switching modes depending on the mission:
high-accuracy mode when detection quality matters most, or energy-saving mode to extend duty cycles
under tight power budgets.



